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Abstract—This paper presents a novel approach to enhancing the resilience of neuro-
symbolic Al and Al-enabled systems through meta-cognitive empowerment. We introduce
a meta-analysis pipeline that integrates Large Language Models (LLM) and Graph Neural
Networks (GNN) to support Adversary System Analysis (ASA) and counterfactual
reasoning. Our framework, built on top of a criticality analysis toolset, enables the
automated identification of critical vulnerabilities and prioritization of analysis scenarios.
We demonstrate the effectiveness of our approach through a series of experiments and
scenario analyses, showcasing its potential to improve the reliability and accountability of
Al-enabled systems in dynamic and uncertain environments. Our work contributes to the
development of more robust and adaptive Al systems, capable of reasoning about complex
systems and adapting to changing circumstances.

he aim of this project is to enable meta "what-if"
T analysis capabilities in neuro-symbolic Al and

Al-enabled systems, improving resiliency to
surprise scenarios. In this paper, we focus on addressing
mission capability gaps in ASA and the ambiguity
challenges in using an exemplar neuro-symbolic Al

INTRODUCTION

We hypothesize that counterfactual reasoning is required
to conduct meta what-if analyses that allow Al-enabled
systems to adapt to dynamic environments in which givens
may be uncertain or constantly changing. To answer how
observational discrepancies continually propagate in Al-
enabled systems, we have developed tools and pipelines
that leverage LLM and scenario perturbation strategies to
wrap around existing systems, identifying the bounds of
counterfactual scenarios proliferating from a baseline set
of input observables. For this study we have chosen ASA
as the application scenario.

PROBLEM FRAMING

Adversary systems (ASs) are constantly evolving, making
their analysis an iterative process that requires frequent
updates. To support analysts, we developed NECTAR, a
toolset that applies Graph Neural Networks (GNNs) to
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expedite system analysis and prevent overload. However,
NECTAR relies on static input observables, which can be
unreliable or incomplete. To address this limitation, we
integrate language models and agentic workflows with
NECTAR, enabling continuous consideration of
counterfactuals and reducing analysts' cognitive burdens.
To operationalize meta-cognition principles, we wrap
around NECTAR and its processes with a meta-analysis
pipeline (Figure 1). The Behavior Perturbation Designer
identifies stressors, boundaries, and scenarios to realize
knowledge-to-treatment perturbations upon the observed
battlespace. The Generative Perturbation Engine
simulates microscopic or mechanistic inspection (GNN as
white box) or behavior survey investigation (GNN/LLM as
black box) to observe treatment-to-effects variations. The
Effect Variability Learner decomposes, explains, and
learns effect-to-impact variability and associated risks. The
Causal Pathway Tracer computes value of information on
timing, abstraction, and alterative activation paths to
discern impact-to-cause behavior trails. In this study, we
examine the first two modules and their implementation
with the NECTAR system.



We formulated the meta-analysis of LLM-RAG assisted
NECTAR analysis as causal reinforcement learning, multi-
armed bandit problems (Figure 2), inspired by the work on
counterfactual realizability [1]. Given our decision
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Figure 1. Monitor and predict human-Al reasoning to
enhance trust calibration.

problem for adversary system element analysis and action
recommendation, we aim to learn a policy r that optimally
maps our action sets (decision variables X) on desired
effects (outcome/reward variables Y) in our perceived
context of the AS (context variables Z) with the
consideration of downstream confounders, side-effect
variables D. In conventional ML formulation, we often
consider maximizing the expected effect given the
realization of X = x; i.e., E[Y; X,], whereas our interest is
on the baseline strategy related to the effect of treatment
on the treated element (ETT), E[Y,|X,,], as well as a
nascent development on leveraging the realizability of
counterfactual distributions E[Y,|X,,d,] via additional
randomization on downstream confounders (e.g.,
distribution of side effects) to derive optimal
counterfactual strategy. More specifically, our solution
requires the realization at the level of individual effect not
just average effect. We also require accounting the
uncertainty and ambiguity in our intelligence gathering on
the AS (i.e., counterfactual instantiations on the set of
context variables Z, vs. Z,, in addition to counterfactual
realizations on X). We therefore formulate our meta-
analysis with (1) perturbation stressors that operate on
various aspects of the system, including activities, entities,
and analysis workflows; and (2) a causality-guided
perturbation process that automates the construction of
causal models and ranks risks via sampling and searching
techniques. For example, we can introduce randomized or
targeted information removal (ablation), enemy’s asset
mischaracterization (addition, distortion), biased criticality
and vulnerability assessments (preference shifts,

distribution  shifts), enemy’s asset misidentification
(transformation), and decoy assets (deception) as operators
for adaptive composition.
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Figure 2. The criticality and vulnerability analysis problem
framed as causal multi-armed bandits. We investigate how
LLM-RAG can enhance NECTAR to learn prioritization rules
with calibrated explanations and justified confidence.

We conducted baseline experiments to test LLM
capabilities in assisting ASA. To do this, we utilized the
LLM context buffer to include human-readable ASA
guidebooks, adversary system element tables, and other
relevant reports. Experiment and results are in Table 1.

Table 1. Baseline Experiments and Results

Results
Yes, with occasional hallucination. LLM
has more domain knowledge than an
engineer without any domain training

Test

Can LLM summarize the

structure of an AS based on
textual description?

No; despite strict prompt constraints, LLM
answers with grater hallucination and
unneeded background information

Is LLM capable of causal
reasoning?

Can LLM reason with
changes in the AS?

Yes, summarizes the effects of changes
well based on their functional dependency

LLM provides reason of events upon

Can LLM infer causal asking, but largely follows instructive

reasons/rationales? .
prompting
Can LLM assess thy
cr‘;tI;calit :;;7;: © LLM falls short in properly assigning
vulnerabyility numerical scores and ranking

While baseline LLM offers a turnkey method to obtain
summarized ASA and causality, the results above show the
inherent limitations in leveraging a conversation-tuned
LLM to perform these tasks.

To address observed limitations in our baseline
experiments, we designed an inference pipeline to
overcome baseline LLM constraints and link directly with
NECTAR to improve the analysis and prioritization of
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analysis scenarios. A full technical description of the
pipeline can be seen in Figure 3; a vector database and a
context retriever model references appropriate pieces of
ingested evidence to Llama3 70B to generate knowledge
graphs and adversary system analyses.
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Figure 3. Architecture of the RAG-enabled, NECTAR
linked pipeline.

To demonstrate our perturbation inference engine, we
design scenarios around six tasks: 1) Graph Recall: How
are typical ASs configured? 2) Static Analysis: How does
the threat's AS work, and what are its vulnerabilities? 3)
Dynamic Analysis: How are changes in functions,
capabilities, and vulnerabilities inferred? 4) Perturbation
Analysis: How are functional interdependencies (e.g.,
geospatial and virtual relationships) exploited? 5) Ranking
Analysis: Which vulnerabilities in the threat's AS, if
exploited, will achieve, or help achieve the commander's
objectives? 6) Complexity Analysis: How has the AS
changed beyond the anticipated responses of our probe?
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Figure 4. Example of static analysis based on perturbation of
input graph (deletion). Here, the deletion of a single (lowest-
priority) node alters AS element priorities due to underlying
change in NECTAR sub-metric inference.
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We demonstrated the use of NECTAR as an inference
service and showed graph recall capability using LLM
interactions with a RAG vector database containing all
available intelligence regarding an exemplar scenario.
Intelligence information containing scenario asset and
relationship data was ingested and embedded into our
FAISS database, along with textual descriptions of SAS
methodologies and examples of scenario graph structures
compatible with NECTAR. By perturbation of graph
inputs to NECTAR, causal information underpinning the
static and dynamic ASA outputs described in the next
sections may be extracted and learned via a future
implementation of a reinforcement learner.

Given basics rules of ASA, SMEs can use different
inference reasoning and rules in scoring importance and
susceptibility, and the aggregate of these individual
techniques are subsumed into NECTAR’s initial training.
We assume these assessments as ground truth and we
examine whether NECTAR has properly applied learned
analysis rules to re-rank element vulnerabilities and
criticality during what-if node/edge modification analysis.
Our static analysis aims to interrogate and explain the
reasoning for NECTAR ranking one element over another.
NECTAR provides granular scores for various asset
properties indicated by SMEs as important to AS element
priority ranking, using 9 sub-metrics (Figure 4). The
combination of these specific attributes of an asset
contribute to the overall ranking of a given element, and
these are the values that the NECTAR model is designed
to assess on ASA inference submission.
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Figure 5. Dynamic perturbation analysis using a set of 6
fixed nodes and a variable set of additional nodes (up to 8
total nodes) with modification to edges. Distributions of
NECTAR inferences define the boundaries of propagating
perturbations (counterfactual space).



For dynamic elements in the
AS, we conduct repeated
perturbations over baseline
scenario graph. We aim to
characterize trajectories of the
element’s vulnerability and
criticality distribution changes
in sequential perturbations.

Such characterization can
Figure 6. Depiction of  enable us to perform off-
initial perturbathn study policy learning to better
shows a bascline AS understand counterfactual
graph (top) with the
potential for added or  SPacC .
removed edges and In our experlments, we
nodes utilized a script tailored to

NECTAR-trained  scenarios
that alter a subset of the nodes from a given scenario to
alter the baseline vulnerability and criticality sub-metrics.
This produces new, perturbed graphs to be run in the same
NECTAR-inferencing pipeline. Even small changes in the
dependences or physical characteristics of the element in
the scenario graph was found to drastically alter the
dynamic element priority ranking results produced by the
NECTAR inference engine, and these differences can be
used to identify the boundaries of propagation resultant
from perturbations of the baseline scenario (Figure 5).
Because this process is becoming increasingly automated,
it is now possible to rapidly generate multiple alternate
counterfactuals for a given scenario to expand the set of
analyzable red force compositions.

The IMAGINE pipeline was used to then generate
distributions for multiple submetrics computed by
NECTAR in order to observe the propagated changes

AE2 Metrics AC2 Metrics

Countermeasure Cushion Depth Countermeasure Cushion Depth

imposed on the AS via perturbation of the source
information. A base graph consisting of 4 fixed AS
elements was created, on which perturbations of edge
connections, and potentially up to 4 additional AS
elements were added at random (Figure 6).

1000 iterations of these perturbations were applied and the
resultant graphs were analyzed using the NECTAR toolset.
Submetrics extracted from the NECTAR outputs were
collected into distributions for each node type included in
the baseline graph. As expected, different node types
(representing differing AS assets) resulted in differing
constraints as represented by the shape and properties of
submetrics distributions (Figure 7).

Table 2. Wasserstein Distance, Perturbed vs Synthetic
SME Distributions

AE2 AC2 AC1 AE1

Metric

Countermeasure 1.553343404 0.160793052 0.792388517 0.410022843
Cushion 1.810469973 0.23256442 0 0.428846363
Depth 0.115712951 0.142418023 1.181669968 1.081222456
Dispersion 1.391642831 1.790360813 1.734073091 0.237210642
Mobility 1.46200466 1.815319289 2.033082862 ‘ 0.137124643
Physical 0.38999912 0.785503745 0.443198959 0.201954607
Recuperation 0.500289869 0.286387499 0.574268136 0.546223787
Reserves 0.679739624 0.914721288 0.65905131 0.117692886
Value 0.786468667 1.167780143 0.989882006 1.046004261

To further explore this data, we sought to compare the
results obtained from NECTAR to those human SMEs
might provide. Here, we consider that human analysts
would assign submetrics in a generally normal distribution.
As NECTAR is trained on the activity of human analysts,
we take the NECTAR produced submetric value for the
baseline graph as the centroid of these synthetic SME
distributions. These distributions can then be compared
against one another with the differences quantified as
Wasserstein Distance (Table 2).
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Figure 7. Submetrics inference distributions of each base node based on 1000 iterations of perturbations applied to source
data. Submetrics constraints change dependent on the type of asset analyzed.
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With these results, we can begin to build a framework on
which causal links between perturbation and the
propagated effects can be learned.

Al explainability is a growing research topic, with current
research emphasizing the explainability and causal
provenance of neural network behavior [2]. One branch of
these studies grounds explainability in cognitive science
[3], which explores how Al systems change when specific
aspects are modified through intervention. To create
intelligent systems capable of reasoning and autonomous
actions, a more fundamental understanding of causality is
needed - one that goes beyond simple heuristics of
interactions between causal knowledge and decision-
making. Bareinboim, et al. introduced a framework of
Causal Reinforcement Learning [4], grounded in Pearl
Causal Hierarchy (PCH) [5]. The counterfactual layer,
Level 3 of PCH, aims to answer the questions of why and
what, if alternative actions had been taken. Empowering
Al with meta-cognition is the ultimate goal of our project.

We are currently developing intelligent reports and action-
consequence modeling to expand perturbed base scenarios
into perturbed counterfactual timelines. This will enable
causal learning, off-policy pattern characterization, and
surprise analysis using the combined capabilities of GenAl
graph recall, NECTAR dynamic inferencing, and
distribution/similarity assessments on the outputs of the
IMAGINE pipeline. Our initial work has already
demonstrated the effectiveness of static analysis using
NECTAR inferences derived from granular sub-metrics
learned from Subject Matter Expert (SME) feedback on

Jaehoon Choe is a Staff Research Engineer at LM ATL in Cherry
Hill, NJ, USA. Contact him at jachoon.choe@lmco.com

Jinhong K. Guo is a Lead Staff Research Engineer at LM ATL in
Cherry Hill, NJ, USA. Contact her at jinhong.guo@lmco.com

Valerie Champagne is a Senior Staff Systems Engineer at LM
ATL in Cherry Hill, NJ, USA. Contact her at
valerie.a.champagne@lmco.com

Aysha Khan is a Senior Research Scientist at LM ATL in Cherry
Hill, NJ, USA. Contact her at aysha.s.khan@lmco.com

Andrzej Banaszuk is the Director of the Trusted Intelligence Lab
at LM ATL in Cherry Hill, NJ, USA. Contact him at

andrej.j.banaszuk@lmco.com

Tsai-Ching Lu is a Chief Scientist at the LM ATL, Cherry Hill,
NJ. Contact him at tsai-ching.lu@lmco.com

May 2025

ASA. The dynamic analysis of NECTAR inferences has
identified distributions of inferences, which represent the
outer bounds of scenario perturbations propagating
throughout the analysis process. In this study, we have
established the foundation for developing meta-cognitive
capabilities in Al-enabled systems, which will enhance
reliability and accountability for human operators.

The authors would like to extend their gratitude to Dr. Alexander
Aved and Mr. Philip Morrone from the Air Force Research
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